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Jet-Images at the Large Hadron Collider

Introduction 
The Large Hadron Collider (LHC) at CERN is the largest and most powerful particle accelerator in 
the world, collecting 3,200 TB of proton-proton collision data every year. A true instance of Big 
Data, scientists use machine learning for rare-event detection, and hope to catch glimpses of new 
and uncharted physics at unprecedented collision energies.  

Our work focuses on the idea of the ATLAS detector as a camera, with events captured as 
images in 3D space. Drawing on the success of Convolutional Neural Networks in Computer 
Vision, we study the potential of deep leaning for interpreting LHC events in new ways.

The ATLAS detector 
The ATLAS detector is one of the two general-purpose experiments at the LHC. The 100 million 
channel detector captures snapshots of particle collisions occurring 40 million times per second. 
We focus our attention to the Calorimeter, which we treat as a digital camera in cylindrical space. 
Below, we see a snapshot of a 13 TeV proton-proton collision.

LHC Events as Images 
We transform the ATLAS coordinate system (η, φ) to a rectangular grid that allows for an image-
based grid arrangement. During a collision, energy from particles are deposited in pixels in (η, φ) 
space. We take these energy levels, and use them as the pixel intensities in a greyscale analogue. 
These images — called Jet Images — were first introduced by our group [JHEP 02 (2015) 118], 
enabling the connection between LHC physics event reconstruction and computer vision.. We 
transform each image in (η, φ), rotate around the jet-axis, and normalize each image, as is often 
done in Computer Vision, to account for non-discriminative difference in pixel intensities.  

In our experiments, we build discriminants on top of Jet Images to distinguish between a 
hypothetical new physics event, W’→ WZ, and a standard model background, QCD.  
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Physics Performance Improvements 
Our analysis shows that Deep Convolutional Networks significantly improve the classification of 
new physics processes compared to state-of-the-art methods based on physics features, 
enhancing the discovery potential of the LHC.  More importantly, the improved performance 
suggests that the deep convolutional network is capturing features and representations beyond 
physics-motivated variables.  

Concluding Remarks 
We show that modern Deep Convolutional Architectures can significantly enhance the discovery 
potential of the LHC for new particles and phenomena. We hope to both inspire future research 
into Computer Vision-inspired techniques for particle discovery, and continue down this path 
towards increased discovery potential for new physics.

Difference in average 
image between signal 

and background

Deep Convolutional Networks 
Deep Learning — convolutional networks in particular — currently represent the state of the art in 
most image recognition tasks. We apply a deep convolutional architecture to Jet Images, and 
perform model selection. Below, we visualize a simple architecture used to great success.  

We found that architectures with large filters captured the physics response with a higher level of 
accuracy. The learned filters from the convolutional layers exhibit a two prong and location based 
structure that sheds light on phenomenological structures within jets. 

Visualizing Learning 
Below, we have the learned convolutional filters (left) and the difference in between the average 
signal and background image after applying the learned convolutional filters (right). This novel 
difference-visualization technique helps understand what the network learns.

2D  
Convolutions 
to Jet Images

Understanding Improvements 
Since the selection of physics-driven variables is driven by physical understanding, we want to be 
sure that the representations we learn are more than simple recombinations of basic physical 
variables. We introduce a new method to test this — we derive sample weights to apply such that 

meaning that physical variables have no discrimination power. Then, we apply our learned 
discriminant, and check for improvement in our figure of merit — the ROC curve.

Standard physically motivated 
discriminants — mass (top)  
and n-subjettiness (bottom)

Receiver Operating Characteristic

Notice that removing out the individual effects of 
the physics-related variables leads to a likelihood 
performance equivalent to a random guess, but 
the Deep Convolutional Network retains some 
discriminative power. This indicates that the deep 
network learns beyond theory-driven variables — 
we hypothesize these may have to do with 
density, shape, spread, and other spatially driven 
features.
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Figure 1. The distribution of ρ = m2/(p2tR
2) for tagged jets, with three taggers/groomers: trim-

ming, pruning and the mass-drop tagger (MDT). The results have been obtained from Monte Carlo
simulation with Pythia 6.425 [17] in the DW tune [38] (virtuality-ordered shower), with a minimum
pt cut in the generation of 3TeV, for 14TeV pp collisions, at parton level, including initial and
final-state showering, but without the underlying event (multiple interactions). The left-hand plot
shows qq → qq scattering, the right-hand plot gg → gg scattering. In all cases, the taggers have
been applied to the two leading Cambridge/Aachen [39, 40] jets (R = 1.0). The parameters chosen
for mass-drop (ycut = 0.09, µ = 0.67), pruning (zcut = 0.1, Rfact = 0.5) and trimming (zcut = 0.05,
Rsub = 0.3) all correspond to widely-used choices.

observation is that all three methods are identical to the plain jet mass for ρ ! 0.1. At that

point, pruning and MDT have a kink, and in the quark-jet case exhibit a flat distribution

below the kink. Trimming has a kink at a lower mass value, and also then becomes flat.

For gluon jets, the kinks appear in the same location, but below the kink there is no flat

region. Pruning and trimming then each have an additional transition point, at somewhat

smaller ρ values, below which they develop peaks that are reminiscent (but at lower ρ) of

that of the plain jet mass. Knowing about such features can be crucial, for example in data-

driven background estimates, where there is often an implicit assumption of smoothness of

background shapes. In this context one observes that for the upper-range of pt’s that the

LHC will eventually cover, pt ! 3TeV, the lower transition points of pruning and trimming

occur precisely in the region of electroweak-scale masses.1

To our knowledge the similarities and differences observed in Fig. 1 have not been sys-

tematically commented on before, let alone understood. Questions that one can ask include:

why do the taggers/groomers have these characteristic shapes for the mass distributions?

1At this point, a question arises of whether the LHC experiments are able to accurately measure EW-

scale masses for TeV-scale jets. Challenges can arise, for example in terms of the angular resolution of the

hadronic calorimeter, which may be relevant with current experimental reconstruction methods. Work in

Ref. [41], however, suggests that with full use of information from tracking and electromagnetic calorimetry,

which have higher angular resolution, good mass resolution for multi-TeV scale jets may well be possible.
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There has been an explosion of new ideas, paired with 
an analytic understanding of jet substructure (JSS)

Shameless self-promotion:  A. Larkoski, I. Moult, BPN,1709.04464:
JSS at the LHC: A Review of Recent Advances in Theory and ML

Dasgupta, Fregoso, 
Marzani, Salam

JHEP 09 (2013) 029
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3A Complex Reconstruction Challenge

Interesting interplay between algorithm, pileup 
mitigation strategy, grooming, calibration, resolution…

In Theory
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Figure 1. The distribution of ρ = m2/(p2tR
2) for tagged jets, with three taggers/groomers: trim-

ming, pruning and the mass-drop tagger (MDT). The results have been obtained from Monte Carlo
simulation with Pythia 6.425 [17] in the DW tune [38] (virtuality-ordered shower), with a minimum
pt cut in the generation of 3TeV, for 14TeV pp collisions, at parton level, including initial and
final-state showering, but without the underlying event (multiple interactions). The left-hand plot
shows qq → qq scattering, the right-hand plot gg → gg scattering. In all cases, the taggers have
been applied to the two leading Cambridge/Aachen [39, 40] jets (R = 1.0). The parameters chosen
for mass-drop (ycut = 0.09, µ = 0.67), pruning (zcut = 0.1, Rfact = 0.5) and trimming (zcut = 0.05,
Rsub = 0.3) all correspond to widely-used choices.

observation is that all three methods are identical to the plain jet mass for ρ ! 0.1. At that

point, pruning and MDT have a kink, and in the quark-jet case exhibit a flat distribution

below the kink. Trimming has a kink at a lower mass value, and also then becomes flat.

For gluon jets, the kinks appear in the same location, but below the kink there is no flat

region. Pruning and trimming then each have an additional transition point, at somewhat

smaller ρ values, below which they develop peaks that are reminiscent (but at lower ρ) of

that of the plain jet mass. Knowing about such features can be crucial, for example in data-

driven background estimates, where there is often an implicit assumption of smoothness of

background shapes. In this context one observes that for the upper-range of pt’s that the

LHC will eventually cover, pt ! 3TeV, the lower transition points of pruning and trimming

occur precisely in the region of electroweak-scale masses.1

To our knowledge the similarities and differences observed in Fig. 1 have not been sys-

tematically commented on before, let alone understood. Questions that one can ask include:

why do the taggers/groomers have these characteristic shapes for the mass distributions?

1At this point, a question arises of whether the LHC experiments are able to accurately measure EW-

scale masses for TeV-scale jets. Challenges can arise, for example in terms of the angular resolution of the

hadronic calorimeter, which may be relevant with current experimental reconstruction methods. Work in

Ref. [41], however, suggests that with full use of information from tracking and electromagnetic calorimetry,

which have higher angular resolution, good mass resolution for multi-TeV scale jets may well be possible.
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Unlike other objects: no right answer at particle level! 
In Principle

ATLAS-
CONF-2020-022
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4Applied JSS - searches

Extending limits for diboson, ditop resonances, stops & 
gluinos, covering new phase space (many jets, single jets), 

…

Jet tagging has made a huge impact on the search program
In Theory In Principle
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Figure 1. The distribution of ρ = m2/(p2tR
2) for tagged jets, with three taggers/groomers: trim-

ming, pruning and the mass-drop tagger (MDT). The results have been obtained from Monte Carlo
simulation with Pythia 6.425 [17] in the DW tune [38] (virtuality-ordered shower), with a minimum
pt cut in the generation of 3TeV, for 14TeV pp collisions, at parton level, including initial and
final-state showering, but without the underlying event (multiple interactions). The left-hand plot
shows qq → qq scattering, the right-hand plot gg → gg scattering. In all cases, the taggers have
been applied to the two leading Cambridge/Aachen [39, 40] jets (R = 1.0). The parameters chosen
for mass-drop (ycut = 0.09, µ = 0.67), pruning (zcut = 0.1, Rfact = 0.5) and trimming (zcut = 0.05,
Rsub = 0.3) all correspond to widely-used choices.

observation is that all three methods are identical to the plain jet mass for ρ ! 0.1. At that

point, pruning and MDT have a kink, and in the quark-jet case exhibit a flat distribution

below the kink. Trimming has a kink at a lower mass value, and also then becomes flat.

For gluon jets, the kinks appear in the same location, but below the kink there is no flat

region. Pruning and trimming then each have an additional transition point, at somewhat

smaller ρ values, below which they develop peaks that are reminiscent (but at lower ρ) of

that of the plain jet mass. Knowing about such features can be crucial, for example in data-

driven background estimates, where there is often an implicit assumption of smoothness of

background shapes. In this context one observes that for the upper-range of pt’s that the

LHC will eventually cover, pt ! 3TeV, the lower transition points of pruning and trimming

occur precisely in the region of electroweak-scale masses.1

To our knowledge the similarities and differences observed in Fig. 1 have not been sys-

tematically commented on before, let alone understood. Questions that one can ask include:

why do the taggers/groomers have these characteristic shapes for the mass distributions?

1At this point, a question arises of whether the LHC experiments are able to accurately measure EW-

scale masses for TeV-scale jets. Challenges can arise, for example in terms of the angular resolution of the

hadronic calorimeter, which may be relevant with current experimental reconstruction methods. Work in

Ref. [41], however, suggests that with full use of information from tracking and electromagnetic calorimetry,

which have higher angular resolution, good mass resolution for multi-TeV scale jets may well be possible.
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Figure 1. The distribution of ρ = m2/(p2tR
2) for tagged jets, with three taggers/groomers: trim-

ming, pruning and the mass-drop tagger (MDT). The results have been obtained from Monte Carlo
simulation with Pythia 6.425 [17] in the DW tune [38] (virtuality-ordered shower), with a minimum
pt cut in the generation of 3TeV, for 14TeV pp collisions, at parton level, including initial and
final-state showering, but without the underlying event (multiple interactions). The left-hand plot
shows qq → qq scattering, the right-hand plot gg → gg scattering. In all cases, the taggers have
been applied to the two leading Cambridge/Aachen [39, 40] jets (R = 1.0). The parameters chosen
for mass-drop (ycut = 0.09, µ = 0.67), pruning (zcut = 0.1, Rfact = 0.5) and trimming (zcut = 0.05,
Rsub = 0.3) all correspond to widely-used choices.

observation is that all three methods are identical to the plain jet mass for ρ ! 0.1. At that

point, pruning and MDT have a kink, and in the quark-jet case exhibit a flat distribution

below the kink. Trimming has a kink at a lower mass value, and also then becomes flat.

For gluon jets, the kinks appear in the same location, but below the kink there is no flat

region. Pruning and trimming then each have an additional transition point, at somewhat

smaller ρ values, below which they develop peaks that are reminiscent (but at lower ρ) of

that of the plain jet mass. Knowing about such features can be crucial, for example in data-

driven background estimates, where there is often an implicit assumption of smoothness of

background shapes. In this context one observes that for the upper-range of pt’s that the

LHC will eventually cover, pt ! 3TeV, the lower transition points of pruning and trimming

occur precisely in the region of electroweak-scale masses.1

To our knowledge the similarities and differences observed in Fig. 1 have not been sys-

tematically commented on before, let alone understood. Questions that one can ask include:

why do the taggers/groomers have these characteristic shapes for the mass distributions?

1At this point, a question arises of whether the LHC experiments are able to accurately measure EW-

scale masses for TeV-scale jets. Challenges can arise, for example in terms of the angular resolution of the

hadronic calorimeter, which may be relevant with current experimental reconstruction methods. Work in

Ref. [41], however, suggests that with full use of information from tracking and electromagnetic calorimetry,

which have higher angular resolution, good mass resolution for multi-TeV scale jets may well be possible.
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Most of the modern techniques were motivated by QCD 
calculations … now that those calculations are 

becoming precise (beating the PS formal accuracy) we 
can start to use them for measurements!
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7.2 Exclusive Interpretations699

In addition to using the trends in the jet charge distribution to learn about PDFs, one can use PDFs to ex-700

tract information about jets of a particular flavour. These exclusive interpretations rely on flavour fraction701

information in PDFs and matrix element calculations to extract the jet charge distribution for particular702

jet flavours in each pT bin. The required non-perturbative information is summarized in Fig. 66. There703

is a clear increasing trend in the valence quark PDF at high pT , in particular for the up quarks. Note704

that jets with flavours other than up/down/anti-up/anti-down/gluon are not included in Fig. 66 and give a705

negligible contribution (⇠ 2%) in the highest pT bins.706
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Figure 66: The flavour fraction of the more forward and more central in bins of jet pT . The right plot is
the ratio of the fractions for the more forward jet over the more central jet.

7.2.1 Extracting the Up/Down Jet Charges707

One simple way of extracting the up and down average jet charges is to exploit the di↵erence in flavour708

fractions shown in Fig. 66 between the more forward the more central jets. Assuming the pT spectra for709

the more forward and the more central jet are identical (which is nearly so - see Fig. 14 and Fig. 15) and710

that the average jet charge of the sum of flavours that are not up/down/anti-up/anti-down is zero, we have711

in each bin i of pT :712

hQforward
i i =

⇣
f forward
up,i � f forward

anti-up,i

⌘
Qup

i + ( f forward
down,i � f forward

anti-down,i)Q
down
i (19)

hQcentral
i i =

⇣
f central
up,i � f central

anti-up,i

⌘
Qup

i + ( f central
down,i � f central

anti-down,i)Q
down
i . (20)

From Fig. 66, we know all of the fractions f and so in each bin of pT , this is a system of two equations and713

two unknowns for which we can extract the up and down jet charges. The discussion of the i dependance714

on Qup
i and Qdown

i will be discussed in Sec. 7.2.2. In principle, this extraction can happen in each of the715

10 bins of pT , but we find that there are two competing forces which make the extraction less interesting716

in the very high and very low pT bins:717

p p

forward 
(more u-like)

central 
(more d-like)

f’s comes from 
PDF + ME
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1.6.6 Up- and down-quark jet charge dependence on pT

Using the methods of Sec. 1.6.5, one can examine the residual pT-dependence of the
average jet charge after accounting for PDF effects. The inclusive jet charge has been
shown to increase with pT due to a mixing of jet flavors and the following subsection
investigates the pT-dependence of a fixed jet flavor. Using the theoretical predictions
from Sec. 1.1.3, this section describes how the pT-dependence is extracted from the
data. Since c ⌧ 1 from Eq. (1.12), one can approximate a linear dependence on c:

hQJi(pT) = Q̄(1+ c ln(pT/p̄T)) + O(c2), (1.43)

where Q̄ = hQJi(p̄T) for some fixed (but arbitrary) transverse momentum, p̄T. There-
fore, for a fixed pT bin i, the measured charge is given as a superposition of the average
jet charge for various jet flavors:

hQii ⇡

X

f

�f,iQ̄f(1+ c ln(pT,i/p̄T)), (1.44)

where �f,i is the fraction of flavor f in bin i, Q̄f is the average jet charge of flavor
f and p̄T is a fixed transverse momentum. Fitting the model in Eq. (1.44) directly
to the data to extract Q̄f is not practical because there are three parameters and
only 10 pT bins, some of which have very little sensitivity due to low fractions � or
large uncertainties on hQJi. One way around this is to extract Q̄f in one fixed bin
of transverse momentum (denoted p̄T) as described in Sec. 1.6.5. Then Eq. (1.44)
is highly constrained, with only one parameter for which each other bin of pT gives
an estimate. The systematic uncertainties are propagated through the fit treated as
fully correlated between bins and the statistical uncertainty is treated coherently by
bootstrapping21. A weighted average is performed across all pT bins and for both the

21Pseudo-datasets are generated by adding each event in the nominal dataset j times where j
is a Poisson random variable with mean 1. Since events are coherently added, this respects the
correlations in the statistical uncertainty for the more forward and central jet charges.

average jet 
charge per 

jet type
flavor 

fractions

QJ = p�
J

P
i2J pT,iqi

Phys. Rev. D 93 (2016) 052003

Example: jet charge



4.5− 4− 3.5− 3− 2.5− 2− 1.5− 1− 0.5−
ρ

0.2
0.4
0.6
0.8

1
1.2
1.4
1.6

ρ
 / 

d 
σ

) d
 

re
su

m
σ

(1
 / 

ATLAS
-1= 13 TeV, 32.9 fbs

 R = 0.8tCalorimeter-based, anti-k
 = 0β = 0.1, 

cut
Soft Drop, z

 > 600 GeVlead
T

p
Nonperturbative Perturbative

Data
NNLL+NP
NLO+NLL+NP

LO+NNLL

4.5− 4− 3.5− 3− 2.5− 2− 1.5− 1− 0.5−
ρ

0.5
1

1.5

R
at

io
 to

 D
at

a

Phys. Rev. D 101 (2020) 052007

Phys. Rev. D 100 (2019) 052011

Phys. Rev. Lett. 121 (2018) 092001

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

) 
R

Δ/
R

) d
ln

(
z

 d
ln

(1
/

 / 
em

is
si

on
s

N2
 d

je
ts

1/
N

0 0.5 1 1.5 2 2.5 3 3.5 4
)RΔ/Rln(

1

2

3

4

5

)z
ln

(1
/

ATLAS  > 675 GeV
T,1

, p-1 = 13 TeV, 139 fbs

2−10

1−10

)
co

re
Tp

 +
 

em
is

si
on

Tp
 / 

(
em

is
si

on
Tp

 =
 

z

2−101−10
(emission, core)RΔ = RΔ

9More examples of precision jSS

500 1000 1500 2000 2500
 [GeV]

T
Jet p

0

10

20

30

40〉 
ch

 n〈

ATLAS
-1 = 13 TeV, 33 fbs

anchor bin

Extracted Quark-like Data

Extracted Gluon-like Data

Quarks Pythia 8.186 A14

Gluons Pythia 8.186 A14

LO pQCD)3Quark Jets (N

LO pQCD)3Gluon Jets (N

Phys. Rev. Lett. 124 (2020) 222002Groomed jet mass

Lund 
jet 

plane

Charged particle 
multiplicity 



10The mysteries of QCD
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13Data analysis in HEP + ML
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15Data analysis in HEP + ML
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16Analysis example: anomaly detection
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FIG. 1. Left: mJJ distribution of dijet events (including injected signal, indicated by the filled histogram) before and after
applying jet substructure cuts using the NN classifier output for the mJJ ' 3 TeV mass hypothesis. The dashed red lines
indicate the fit to the data points outside of the signal region, with the gray bands representing the fit uncertainties. The
top set of markers represent the raw dijet distribution with no cut applied, while the subsequent sets of markers have cuts
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(right). The dashed lines correspond to the case where no substructure cut is applied, and the various solid lines correspond
to cuts on the classifier output with e�ciencies of 10�1, 10�2, and 2⇥ 10�3.

to a level of discovery. There are many other possibili-
ties for applying this technique directly to data, in any
case where the signal is expected to be localized in one
dimension. By naturally exploiting the power of modern
machine learning, we hope that this extended bump hunt
will help to expose new distance scales in nature on the
quest for BSM at the LHC and beyond.

The datasets and code used for the case study can be
found at Refs. [48, 49].
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Figure 1. An illustration of the CWoLa framework. Rather than being trained to directly classify
signal (S) from background (B), the classifier is trained by standard techniques to distinguish data as
coming either from the first or second mixed sample, labeled as 0 and 1 respectively. No information
about the signal/background labels or class proportions in the mixed samples is used during training.

Theorem 1. Given mixed samples M1 and M2 defined in terms of pure samples S and B

using Eqs. (2.3) and (2.4) with signal fractions f1 > f2, an optimal classifier trained to

distinguish M1 from M2 is also optimal for distinguishing S from B.

Proof. The optimal classifier to distinguish examples drawn from pM1 and pM2 is the likelihood

ratio LM1/M2
(~x) = pM1(~x)/pM2(~x). Similarly, the optimal classifier to distinguish examples

drawn from pS and pB is the likelihood ratio LS/B(~x) = pS(~x)/pB(~x). Where pB has support,

we can relate these two likelihood ratios algebraically:

LM1/M2
=

pM1

pM2

=
f1 pS + (1� f1) pB
f2 pS + (1� f2) pB

=
f1 LS/B + (1� f1)

f2 LS/B + (1� f2)
, (2.6)

which is a monotonically increasing rescaling of the likelihood LS/B as long as f1 > f2, since

@LS/B
LM1/M2

= (f1 � f2)/(f2LS/B � f2 + 1)2 > 0. If f1 < f2, then one obtains the reversed

classifier. Therefore, LS/B and LM1/M2
define the same classifier.

An important feature of CWoLa is that, unlike the LLP-style weak supervision in Sec. 2.2,

the label proportions f1 and f2 are not required for training. Of course, this proof only

guarantees that the optimal classifier from CWoLa is the same as the optimal classifier from

fully-supervised learning. We explore the practical performance of CWoLa in Secs. 3 and 4.

The problem of learning from unknown mixed samples can be shown to be mathematically

equivalent to the problem of learning with asymmetric random label noise, where there have

been recent advances [32, 40]. The equivalence of these frameworks follows from the fact that

– 5 –
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Complete pipeline 
from methods to data!

…but this is not the end, we 
need new methods and 

more applications to data!
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What if we can use machine learning to make measurements, 
unbinned, in variable-dimensions, using low-level information?
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What if we can use machine learning to make measurements, 
unbinned, in variable-dimensions, using low-level information?

Phys. Rev. Lett. 124 (2020) 182001
A. Andreassen, P. Komiske, E. Metodiev, BPN, J. Thaler
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H1prelim-21-031
April 8, 2021

Measurement of lepton-jet correlations in high Q2

neutral-current DIS with the H1 detector at HERA

The H1 Collaboration

Abstract

A measurement of jet production in high Q2 neutral-current DIS events close to the Born-level con-
figuration g⇤q ! q (Born kinematics) is presented. This cross section is measured deferentially as
a function of the jet transverse momentum and pseudorapidity, as well as lepton-jet momentum im-
balance and azimuthal angle correlation. The jets are reconstructed in the laboratory frame with the
kT algorithm and a distance parameter of 1.0. The data are corrected for detector effects using the
OMNIFOLD method, which incorporates a simultaneous and unbinned unfolding in four dimensions
using machine learning. The results are compared with leading order Mont Carlo event generators
and higher order calculations performed within the context of collinear or transverse-momentum-
dependent (TMD) factorization in Quantum Chromodynamics (QCD). The measurement probes a
wide range of QCD phenomena, including TMD parton-distribution functions (PDFs) and their evo-
lution with energy.
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See Miguel Arratia’s talk from Thursday!

(maybe not with the collider you had in mind!)

“Only” 6-dimensions 
simultaneously and unbinned 

- the future is bright!

https://indico.bnl.gov/event/9726/contributions/46542/attachments/33840/54474/H1leptonjet_DIS2021.pdf
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Deep Convolutional Architectures for  
Jet-Images at the Large Hadron Collider

Introduction 
The Large Hadron Collider (LHC) at CERN is the largest and most powerful particle accelerator in 
the world, collecting 3,200 TB of proton-proton collision data every year. A true instance of Big 
Data, scientists use machine learning for rare-event detection, and hope to catch glimpses of new 
and uncharted physics at unprecedented collision energies.  

Our work focuses on the idea of the ATLAS detector as a camera, with events captured as 
images in 3D space. Drawing on the success of Convolutional Neural Networks in Computer 
Vision, we study the potential of deep leaning for interpreting LHC events in new ways.

The ATLAS detector 
The ATLAS detector is one of the two general-purpose experiments at the LHC. The 100 million 
channel detector captures snapshots of particle collisions occurring 40 million times per second. 
We focus our attention to the Calorimeter, which we treat as a digital camera in cylindrical space. 
Below, we see a snapshot of a 13 TeV proton-proton collision.

LHC Events as Images 
We transform the ATLAS coordinate system (η, φ) to a rectangular grid that allows for an image-
based grid arrangement. During a collision, energy from particles are deposited in pixels in (η, φ) 
space. We take these energy levels, and use them as the pixel intensities in a greyscale analogue. 
These images — called Jet Images — were first introduced by our group [JHEP 02 (2015) 118], 
enabling the connection between LHC physics event reconstruction and computer vision.. We 
transform each image in (η, φ), rotate around the jet-axis, and normalize each image, as is often 
done in Computer Vision, to account for non-discriminative difference in pixel intensities.  

In our experiments, we build discriminants on top of Jet Images to distinguish between a 
hypothetical new physics event, W’→ WZ, and a standard model background, QCD.  

Jet Image

ConvolutionMax-PoolConvolutionMax-PoolFlatten

Fully  
Connected 
ReLU Unit

ReLUDropoutReLUDropout
Local 

Response 
Normalization

W’→ WZ event

Convolutions
Convolved  

Feature Layers

Max-Pooling

Repeat

Physics Performance Improvements 
Our analysis shows that Deep Convolutional Networks significantly improve the classification of 
new physics processes compared to state-of-the-art methods based on physics features, 
enhancing the discovery potential of the LHC.  More importantly, the improved performance 
suggests that the deep convolutional network is capturing features and representations beyond 
physics-motivated variables.  

Concluding Remarks 
We show that modern Deep Convolutional Architectures can significantly enhance the discovery 
potential of the LHC for new particles and phenomena. We hope to both inspire future research 
into Computer Vision-inspired techniques for particle discovery, and continue down this path 
towards increased discovery potential for new physics.

Difference in average 
image between signal 

and background

Deep Convolutional Networks 
Deep Learning — convolutional networks in particular — currently represent the state of the art in 
most image recognition tasks. We apply a deep convolutional architecture to Jet Images, and 
perform model selection. Below, we visualize a simple architecture used to great success.  

We found that architectures with large filters captured the physics response with a higher level of 
accuracy. The learned filters from the convolutional layers exhibit a two prong and location based 
structure that sheds light on phenomenological structures within jets. 

Visualizing Learning 
Below, we have the learned convolutional filters (left) and the difference in between the average 
signal and background image after applying the learned convolutional filters (right). This novel 
difference-visualization technique helps understand what the network learns.

2D  
Convolutions 
to Jet Images

Understanding Improvements 
Since the selection of physics-driven variables is driven by physical understanding, we want to be 
sure that the representations we learn are more than simple recombinations of basic physical 
variables. We introduce a new method to test this — we derive sample weights to apply such that 

meaning that physical variables have no discrimination power. Then, we apply our learned 
discriminant, and check for improvement in our figure of merit — the ROC curve.

Standard physically motivated 
discriminants — mass (top)  
and n-subjettiness (bottom)

Receiver Operating Characteristic

Notice that removing out the individual effects of 
the physics-related variables leads to a likelihood 
performance equivalent to a random guess, but 
the Deep Convolutional Network retains some 
discriminative power. This indicates that the deep 
network learns beyond theory-driven variables — 
we hypothesize these may have to do with 
density, shape, spread, and other spatially driven 
features.

Luke de Oliveiraa, Michael Aaron Kaganb, Lester Mackeyc, Benjamin Nachmanb, Ariel Schwartzmanb 

 
aStanford University, Institute for Computational and Mathematical Engineering (ICME), bSLAC National Accelerator Laboratory,  cStanford University, Department of Statistics 
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visit ML4Jets 2021! 
https://indico.cern.ch/event/980214/

Jets have provided a 
catalyst for machine 

learning in HEP; 
 we now have access to 
our data in their natural 

high-dimensionality!

Jets and jet substructure are 
essential tools for the future of high 

energy particle/nuclear physics
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Introduction 
The Large Hadron Collider (LHC) at CERN is the largest and most powerful particle accelerator in 
the world, collecting 3,200 TB of proton-proton collision data every year. A true instance of Big 
Data, scientists use machine learning for rare-event detection, and hope to catch glimpses of new 
and uncharted physics at unprecedented collision energies.  

Our work focuses on the idea of the ATLAS detector as a camera, with events captured as 
images in 3D space. Drawing on the success of Convolutional Neural Networks in Computer 
Vision, we study the potential of deep leaning for interpreting LHC events in new ways.

The ATLAS detector 
The ATLAS detector is one of the two general-purpose experiments at the LHC. The 100 million 
channel detector captures snapshots of particle collisions occurring 40 million times per second. 
We focus our attention to the Calorimeter, which we treat as a digital camera in cylindrical space. 
Below, we see a snapshot of a 13 TeV proton-proton collision.

LHC Events as Images 
We transform the ATLAS coordinate system (η, φ) to a rectangular grid that allows for an image-
based grid arrangement. During a collision, energy from particles are deposited in pixels in (η, φ) 
space. We take these energy levels, and use them as the pixel intensities in a greyscale analogue. 
These images — called Jet Images — were first introduced by our group [JHEP 02 (2015) 118], 
enabling the connection between LHC physics event reconstruction and computer vision.. We 
transform each image in (η, φ), rotate around the jet-axis, and normalize each image, as is often 
done in Computer Vision, to account for non-discriminative difference in pixel intensities.  

In our experiments, we build discriminants on top of Jet Images to distinguish between a 
hypothetical new physics event, W’→ WZ, and a standard model background, QCD.  
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Physics Performance Improvements 
Our analysis shows that Deep Convolutional Networks significantly improve the classification of 
new physics processes compared to state-of-the-art methods based on physics features, 
enhancing the discovery potential of the LHC.  More importantly, the improved performance 
suggests that the deep convolutional network is capturing features and representations beyond 
physics-motivated variables.  

Concluding Remarks 
We show that modern Deep Convolutional Architectures can significantly enhance the discovery 
potential of the LHC for new particles and phenomena. We hope to both inspire future research 
into Computer Vision-inspired techniques for particle discovery, and continue down this path 
towards increased discovery potential for new physics.
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Deep Convolutional Networks 
Deep Learning — convolutional networks in particular — currently represent the state of the art in 
most image recognition tasks. We apply a deep convolutional architecture to Jet Images, and 
perform model selection. Below, we visualize a simple architecture used to great success.  

We found that architectures with large filters captured the physics response with a higher level of 
accuracy. The learned filters from the convolutional layers exhibit a two prong and location based 
structure that sheds light on phenomenological structures within jets. 

Visualizing Learning 
Below, we have the learned convolutional filters (left) and the difference in between the average 
signal and background image after applying the learned convolutional filters (right). This novel 
difference-visualization technique helps understand what the network learns.
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Understanding Improvements 
Since the selection of physics-driven variables is driven by physical understanding, we want to be 
sure that the representations we learn are more than simple recombinations of basic physical 
variables. We introduce a new method to test this — we derive sample weights to apply such that 

meaning that physical variables have no discrimination power. Then, we apply our learned 
discriminant, and check for improvement in our figure of merit — the ROC curve.
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and n-subjettiness (bottom)
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Notice that removing out the individual effects of 
the physics-related variables leads to a likelihood 
performance equivalent to a random guess, but 
the Deep Convolutional Network retains some 
discriminative power. This indicates that the deep 
network learns beyond theory-driven variables — 
we hypothesize these may have to do with 
density, shape, spread, and other spatially driven 
features.
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Thank you for the great honor of sharing 
a prize in the name of Dr. G. Altarelli!

…and a deep gratitude to my 
collaborators, mentors, and mentees for 

a wonderful research environment!


